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Tesla Bio Workbench

Accelerating New Science

January, 2010

http://www.nvidia.com/bio_workbench

http://www.nvidia.com/bio_workbench
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Tesla Bio WorkBench : Bio-Chemistry & Bio-Informatics

Applications

Community

Platforms

Technical

papers

Discussion

Forums

Benchmarks

& Configurations

Tesla Personal Supercomputer Tesla GPU Clusters

Download,

Documentation

MUMmerGPU

LAMMPS CUDA-BLASTP

TeraChem

CUDA-EC

CUDA-MEME

Hex (Docking)
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Tesla Bio Workbench Applications

AMBER  (MD)

ACEMD  (MD)

GROMACS  (MD)

GROMOS  (MD)

LAMMPS  (MD)

NAMD  (MD)

TeraChem (QC)

VMD (Visualization MD & QC)

Docking

Hex Protein Docking

Sequence analysis

CUDA-BLASTP

CUDASW++ (SmithWaterman)

MUMmerGPU

GPU-HMMER

CUDA-MEME Motif Discovery

CUDA-EC Short-read error 

correction
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Recommended Hardware Configurations

Up to 4 Tesla C1060s per 

workstation

4GB main memory / GPU

Tesla S1070 1U 

4 GPUs per 1U

Integrated CPU-GPU Server

2 GPUs per 1U + 2 CPUs

Tesla Personal Supercomputer Tesla GPU Clusters

Specifics at http://www.nvidia.com/bio_workbench

http://www.nvidia.com/bio_workbench
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Molecular Dynamics and

Quantum Chemistry Applications
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AMBER Molecular Dynamics

Implicit solvent GB results
1 Tesla GPU 8x faster than 2 

quad-core CPUs
4.04 

ns/day

27.72 
ns/day
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2x Intel Quad Core E5462 
2.8 GHz 

Data courtesy of San Diego Supercomputing Center
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25095 atoms

ns/
day

Tesla C1060 GPU

7x 8.6x

Generalized Born SimulationsAlpha

now

Q1 2010
ÅPME: Particle Mesh Ewald

ÅBeta release

ÅGeneralized Born

Q2 2010
ÅMulti-GPU + MPI support

ÅBeta 2 release

More Info

http://www.nvidia.com/object/amber_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/amber_on_tesla.html
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GROMACS Molecular Dynamics

PME results
1 Tesla GPU 3.5x-4.7x faster 

than CPU
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Solvated 
Spectrin

(37.8K atoms)

Spectrin Dimer
(75.6K atoms)

Steps / 
sec

Data courtesy of Stockholm Center for Biomembrane Research

0

1000

2000

3000

4000

5000

6000

7000

NaCl (894 atoms)
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/ sec

3.5x
22x

GROMACS on Tesla GPU Vs CPU

Particle-Mesh-Ewald

(PME)

Reaction-Field

Cutoffs

5.2x

Beta

now
ÅParticle Mesh Ewald (PME)

ÅImplicit solvent GB

ÅArbitrary forms of non-

bonded interactions

Q2 2010
ÅMulti-GPU + MPI support

ÅBeta 2 release

More Info

http://www.nvidia.com/object/gromacs_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/gromacs_on_tesla.html
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HOOMD Blue Molecular Dynamics

Written bottom-up for CUDA 

GPUs

Modeled after LAMMPS

Supports multiple GPUs

1 Tesla GPU outperforms 32 

CPUs running LAMMPS

32 CPU 
cores

32 CPU 
cores

1 GPU 1 GPU

2 GPUs 2 GPUs
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Polymer
(64K particles)

Lennard-Jones Liquid
(64K particles)

Time 
steps / 

sec

HOOMD on GPUs
vs LAMMPS on 32 CPU cores

LAMMPS on 32 Intel CPUs

HOOMD-BLUE on 1 Tesla 10-series GPU

HOOMD-BLUE on 2 Tesla 10-series GPUs

Data courtesy of University of Michigan

More Info

http://www.nvidia.com/object/hoomd_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/hoomd_on_tesla.html
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LAMMPS: Molecular Dynamics on a GPU Cluster
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/ sec

Number of CPUs
Or  Number of Tesla GPUs

LAMMPS Results on 
CPU vs GPU Clusters

2 GPUs = 24 CPUs

Available as beta on CUDA

Cut-off based non-bonded terms

2 GPUs outperforms 24 CPUs

PME based electrostatic

Preliminary results: 5X speed-up

Multiple GPU + MPI support 

enabled

Data courtesy of  Scott Hampton & Pratul K. Agarwal

Oak Ridge National Laboratory

More Info

http://www.nvidia.com/object/lammps_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/lammps_on_tesla.html
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NAMD: Scaling Molecular Dynamics on a GPU Cluster
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STMV
Steps/s

Number of Quad-Core CPUs
Or  Number of Tesla GPUs

NAMD Results on 
CPU vs GPU Clusters

4 GPUs = 16 CPUs

Feature complete on CUDA : 

available in NAMD 2.7 Beta 2

Full electrostatics with PME

Multiple time-stepping

1-4 Exclusions

4 GPU Tesla PSC outperforms 

8 CPU servers

Scales to a GPU cluster

Data courtesy of  Theoretical and Computational Bio-physics Group, UIUC

More Info

http://www.nvidia.com/object/namd_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/namd_on_tesla.html
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TeraChem: Quantum Chemistry Package for GPUs

First QC SW written ground-up for 

GPUs

4 Tesla GPUs outperform 256 quad-

core CPUs

8 x

7 x

11 x

50 x

0 10 20 30 40 50 60

Buckyball

Taxol

Vallnomyclin

Olestra

Speedup of TeraChem on GPU vs
GAMESS on CPU

4x Tesla C1060 GPU

2x Intel Quad Core 5520 CPU

Beta

now

Q1 2010
ÅFull release

ÅMPI support

ÅHF, Kohn-Sham, DFT

ÅMultiple GPUs supported

More Info

http://www.nvidia.com/object/terachem_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/terachem_on_tesla.html
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VMD: Acceleration using CUDA GPUs

Several CUDA applications in 

VMD 1.8.7

Molecular Orbital Display

Coulomb-based Ion Placement

Implicit Ligand Sampling

Speedups : 20x - 100x 

Multiple GPU support enabled

0
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30000
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50000

60000

70000

C60-b 
(carbon-60)

C60-a 
(carbon-60)

Thr-b 
(threonine-17)

Thr-a 
(threonine-17)

103 Lattice 
Points/sec

Molecular Orbital Computation
in VMD

Intel Core2 Q6600 (Quad) 2.4 GHz Tesla C1060 GPU

Images and data courtesy of Beckman Institute for Advanced Science and Technology, UIUC 

More Info

http://www.nvidia.com/object/vmd_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/vmd_on_tesla.html
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Bio-Informatics Applications
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GPU-HMMER: Protein Sequence Alignment

Protein sequence alignment 

using profile HMMs

Available now

Supports multiple GPUs

Speedups range from 60-100x 

faster than CPU 11 hours 25 hours 28 hours

21 mins
40 mins

69 mins

11 mins
21 mins

37 mins

8 mins

15 mins

27 mins

0

20

40

60

80

100

120

789 1431 2295

Speedup

# of States (HMM Size)

HMMER: 60-100x faster

Opteron 2376 2.3 GHz 1 Tesla C1060

2 Tesla C1060 3 Tesla C1060

3 GPUs

CPU

2 GPUs

1 GPU

More Info

http://www.nvidia.com/object/hmmer_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/hmmer_on_tesla.html
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CUDA BLASTP: Sequence Search

BLASTP ported to CUDA

10x faster than NCBI BLAST

Scales with multiple GPUs

0
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4
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8
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12

127 254 517 1054 2026

Speedup

Query Sequence Length

CUDA BLASTP vs NCBI BLASTP
Speedups

NCBI BLASTP: 1 Thread Intel i7-920 CPU NCBI BLASTP: 4 Threads Intel i7-920 CPU

CUDA BLASTP: 1 Tesla C1060 GPU CUDA BLASTP: 2 Tesla C1060 GPUs

Data courtesy of Nanyang Technological University, Singapore

3.6 secs

21 secs

2.9 mins2.6 mins

22 secs

8.5 secs

1.4 mins

3.6 secs

36 secs36 secs

More Info

http://www.nvidia.com/object/blastp_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/blastp_on_tesla.html
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CUDASW++ Smith-Waterman Sequence Search

Smith-Waterman based 

protein sequence search

Optimal local alignment

Supports query length up to 59K

10x-50x faster than NCBI 

BLAST (heuristic method)

Scales with multiple GPUs
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CUDASW++ vs NCBI BLAST

1 Tesla C1060 GPU (CUDASW++) 2 Tesla C1060 GPUs (CUDASW++)

BLAST  BLOSUM62 10-2K BLAST BLOSUM50 10-3K 

2 GPUs: BLOSUM45

1 GPU : BLOSUM45

BLAST on CPU:

BLOSUM62 BLAST on CPU:

BLOSUM50 

Data courtesy of Nanyang Technological University, Singapore

CUDASW++ 2.0

More Info
http://www.nvidia.com/object/swplusplus_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/swplusplus_on_tesla.html
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MUMmerGPU: Genome Sequence Alignment

High-throughput pair-wise 

local sequence alignment

Designed for large sequences

Drop-in replacement for 

ñmummerò component in 

MUMmer software

Speedups 3.5x to 3.75x

38 mins

22 mins

11 mins

10 mins

6 mins

3 mins

0 10 20 30 40

C. 
briggsae

L. 
monocytogenes

S. suis

Time (minutes)

MUMmerGPU vs MUMmer

1 Tesla GPU (8-series)

Intel Xeon 5120 (3.0 GHz)

More Info

http://www.nvidia.com/object/mummer_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/mummer_on_tesla.html
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CUDA-MEME: Motif Discovery in Sequences

Finds sequence patterns 

(Motifs) that repeat in DNA / 

protein sequences

Supports OOPS & ZOOPS 

models

From hours to minutes

15-23x speedups
5 hours 5 hours 21 hours 3.5 days

22 mins

15 mins 57 mins 4 hours

0

5

10

15

20

25

Mini-drosoph
4 sequences

HS_100
100 

sequences

HS_200
200 

sequences

HS_400
400 

sequences

Speedup
CUDA-MEME vs MEME 

Speedups

AMD Opteron 2.2 GHz Tesla C1060 GPUMore Info

http://www.nvidia.com/object/meme_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/meme_on_tesla.html


19

0

5

10

15

20

25

A1 A2 A3 B1 B2 B3 C1 C2 C3 D1 D2 E

Speedup
CUDA-EC vs Euler-SR

Speedups

Euler-SR: AMD Opteron 2.2 GHz CUDA-EC: Tesla C1060

CUDA-EC: Sequence Error Correction

Used for high-throughput 

short-read (HTSR) data

Correct sequencing errors 

Pre-processing step before 

assembly

Useful for new high-throughput 

sequencing machines

10x-20x faster than CPU-

based Euler-SR

Data courtesy of Nanyang Technological University, Singapore

S.cer 5 
0.58M

S.cer 7 
1.1M

H.inf
1.9M

E.col
4.7M

S.aureus

4.7M

Read Length = 35
Error rates of 1%, 2%,3%

More Info

http://www.nvidia.com/object/ec_on_tesla.html

http://www.nvidia.com/object/amber_on_tesla.html
http://www.nvidia.com/object/ec_on_tesla.html
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Additional Information
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Drug Discovery Process in ñWet Labsò

Synthesize new 

Chemical Compounds
Testing for Efficacy, 

Side Effects, Safety

Clinical Trials

FDA Approval 

Process

Robot-assisted screening

High Throughput 

Screening

Millions of 

Compounds

1000s of 

Drug Leads

Trial and Error

~5 years
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Computation-based Drug Discovery

Synthesize new 

Chemical Compounds
Testing for Efficacy, 

Side Effects, Safety

Clinical Trials

FDA Approval 

Process

Robot-assisted screening

High Throughput Screening

Millions of 

Compounds

1000s of 

Compounds

Check if compounds bind 

to target proteins

Virtual Screening

Synthesize compounds 

based on similarity

Computational Chemistry

Modify chemicals to 

improve efficacy

Lead Optimization
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Example of using Computational Methods

878 FDA-Approved 

Drugs
2,787 Pharmaceutical 

Compounds

246 Targets (Proteins, etc)

From MDDR database

Similarity Ensemble 

Approach (SEA) 6,928

Similar 

Pairs

Remove known 

associations 3,832 

Remaining 

Predictions
Tested 30 

Predictions

23 New 
Drug-Target 
Associations

Predicting new molecular targets for known drugs, Keiser et al, Nature, 2009

Confirmed 
one in animal
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Usage of TeraGrid National Supercomputing Grid

Half of the 

cycles

Astronomical 
Sciences

12%Chemical, 
Thermal 
Systems

4%

Advanced 
Scientific 

Computing
5%

Earth Sciences
5%

All 15 Others
3%

Atmospheric 
Sciences

2%

Molecular 
Biosciences

29%

Chemistry
13%

Materials 
Research

6%

Physics
21%

2008 TeraGridUsage By Discipline
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But .. Takes Days to Simulate Nano-Seconds

STMV : Virus that attacks 

Tobacco plants

One of the smallest viruses

1 Million Atoms

5.93 nanoseconds / day

Data courtesy of  Theoretical and Computational Bio-physics Group, UIUC

Simulation of Satellite Tobacco 

Mosaic Virus using NAMD

5.93 ns per day on 2,000 

processors of Cray XT3

1 micro-sec in the 

life of a virus

6 months on a Cray 

Supercomputer=
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Accelerating Bio-Computations using GPUs
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STMV
Steps/s

Number of Quad-Core CPUs
Or  Number of Tesla GPUs

NAMD Results for STMV on 

CPU vs GPU Clusters

4 GPUs = 16 CPUs

4 GPU Tesla desktop PC 

outperforms a CPU server farm

Scales to a large GPU cluster

Faster means

üSimulate bigger molecules

üUsing smaller computers

Data courtesy of  Theoretical and Computational Bio-physics Group, UIUC
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Introducing Tesla Bio WorkBench

Applications

Community

Platforms

Technical

papers

Discussion

Forums

Benchmarks

& Configurations

Developer

Tools

Tesla Personal Supercomputer Tesla GPU Clusters

Website

(SW, Docs)

MUMmerGPU

LAMMPS GPU-AutoDock

TeraChem
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Tesla Bio Workbench

The ñComputationalò Laboratory 

Computational Lab for every 

scientist

Use computational methods for 

Creating new chemical compounds

Test reactions

Optimize compounds

Accelerate the pace of research

http://www.nvidia.com/bio_workbench

http://www.nvidia.com/bio_workbench
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Broad Use of Tesla Bio WorkBench Applications

Simulate 
millions of drug 

candidates

Drug Discovery

Design better 
detergents, 
catalysts

New Chemicals

Design new 
polymers, 
plastics

Material Science
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Finding a Better Shampoo

1 kWatt 21 kWatts

$2 K $37 K

$7 K $128 K

No Data Center Required

19x Lower Power Cost

13x Lower System Cost

Equal PerformanceTesla PSC 32 CPU Servers
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Over 

$100K

Performance

1x

10x

Traditional
CPU Cluster

Under 

$10K

Tesla
Personal

Supercomputer

Tesla Bio Workbench Accelerates New Science

Tesla 
Co-processing

Cluster

Computational 
Lab for every 

researcher

New Science
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New Science Needs 1000x More Computing Power

1982 1997 2003 2006 2010 2012

1,000,000,000

1,000,000

1,000

1

Gigaflops

Estrogen Receptor
36K atoms

F1-ATPase
327K atoms

Ribosome
2.7M atoms

Chromatophore
50M atoms

BPTI
3K atoms

Bacteria
100s of 

Chromatophores

1 Exaflop

1 Petaflop

Ran for 8 months to 
simulate 2 nanoseconds


